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Preamble:
The here proposed structure honors current restrictions from the sitemap protocol. In particular, these are:
a) no more than 50k <loc> elements in any urlset
b) no more than 50k <sitemap> elements in any sitemap index
c) no urlset may exceed 50MB in size (used to be 10MB)
d) no sitemap may link to another sitemap i.e., there can only be a two-level hierarchy, which results in 2.5 billion possible <loc> elements for one sitemapindex.


Colors:
With respect to the sitemap syntax, orange squashed rectangles represent sitemap indexes and blue ones represent urlsets.


Capabilities and their structure:
A sitemap index named 'Discovery' (top left corner) lists all Datasets of a Source. Each Dataset is a urlset and refers to all its capabilities.

An Inventory lists all of a Source's resources that are subject to synchronization. In the simplest case, an Inventory is a urlset and does not contain more than 50k resources. If an Inventory is bigger, it needs to be split into multiple parts (multiple urlsets) with at most 50k resources each and an Inventory Index needs to be created that refers to all parts of the Inventory.
An Inventory, regardless of whether it is indexed or not, represents a snapshot of the Source's resources at one particular point in time - the time the Inventory was created.

A Changelist contains descriptions of changes to the Source's resources. It is up to the Source to define the time period a Changelist covers or how many changes it describes within one Changelist but since it is a urlset, one Changelist can not contain more than 50k descriptions of changes. If the same resource changes multiple times, its description can occur multiple times in one Changelist. 
If a Source wishes to hold on to more than 50k changes, it needs to create a Changelist Archive as a sitemap index. This index will refer to all individual Changelists and hence can point to changes way in the past. For example, at a constant rate of 14 resource changes per second and all Changelists containing the maximum of 50k descriptions of changes, a Source will be able to communicate change descriptions from the current time all the way back to the last 5.7 years.

A Dump has a similar temporal definition like an Inventory as it represents the Source's state at a particular point in time - when the Dump was created. In the simplest case, the Dump is a urlset that refers to a Zip file. The Zip file contains a Dump Manifest, which details the content of the Zip file. Here again, in the simplest case, the Dump Manifest is a urlset describing the bitstream that is part of the Dump. If a Dump needs to contain more than 50k bitstreams, a Dump Manifest Index needs to be created as a sitemap index that refers to up to 50k Dump Manifests. In this way, a Dump nicely resembles the structure of an Inventory.
If a Source wishes to hold on to more than the one Dump that describes its current state, it needs to create a Dump Archive as a sitemap index. This index will refer to previous Dumps, which in turn describe previous states of the Source.

A Change Dump is a urlset that points to Zip files that contain bitstreams associated with resource changes. Each Zip file needs to contain a Change Dump Manifest detailing those bitstreams. The Change Dump Manifest is in the simplest case a urlset but a Source can create a Change Dump Manifest Index as a sitemap index in case a Zip file needs to contain more than 50k bitstreams.
If a Source wishes to hold on to more than 50k Change Dumps, it needs to create a Change Dump Archive as a sitemap index. This index will point to previous individual Change Dumps and hence provides an archival function.


Linking:
Since the sitemap protocol does not provide means to navigate from a urlset to its parent sitemap index, we include a link with the relation type "up" (<rs:ln rel="up" href="...">) in each urlset that has such a parent.
Also, to ease navigation for ResourceSync clients, we include a link to the corresponding Dataset in each urlset and sitemap index of a capability. This link has the relation type "top" (<rs:ln rel="top" href="...">). To keep the figure simple, only one such link is shown from the Inventory Index to the corresponding urlset.

sitemap_temporal_view.pdf

This figure is meant to further explain the temporal characteristics of the four main capabilities. The left half of the figure displays part of a time line and events happening at different points in time (t1..t6). During the displayed time, an Inventory is created three times, at t2, t4, and t6. Each time the Source creates an Inventory Index in order to refer to the separate parts that together represent its Inventory. At time t4 an additional urlset is created. The three different Inventories represent the Source's state at their corresponding times, at time t2, t4, and at time t6.

There are also three Dumps being created during the displayed time, at t1, t3 and at t5. The corresponding Dumps represent the Source's state at these times and the Zip file at t5 is larger than the previous ones.
A Dump Archive (sitemap index) links to all three Dumps, which enables Destinations to reconstruct previous states of the Source.

It is important to note that the creation of Inventories and Dumps is independent of each other. As shown in the figure, they can be created at different times and the creation of one does not cause the creation of the other.


The right half of the figure displays another time line with different events. Changelist1, for example, covers all resource changes between time t1 and time t3 at which point Changelist2 "takes over" and continues to covers all changes until t6. Changelist2 is therefore bigger than Changelist1 but still contains no more than 50k entries. No changes occur between t6 and t8 at which point Changelist3 starts. At time t12 Changelist4 starts and continues to covers all changes beyond the displayed time.
A Changelist Archive (at the latest created prior to t3) refers to all Changelists and therefore provides Destinations with the opportunity to obtain historical Changelists.

Change Dump1 points to a Zip file (or multiple Zip files) that contain(s) bitstreams associated with resource changes that occurred between t2 and t4. The Zip file(s) Change Dump2 points to covers(s) all changed resources between t5 and t7 and is incidentally smaller than the Zip(s) from Change Dump1.
A Change Dump Archive, implemented as a sitemap index, points to Change Dumps 1 through 4 and therefore provides changes by reference from several previous time periods.

It is important to note that the creation of Changelists and Change Dumps is independent of each other. They can, as depicted in the figure, occur at different times and each can cover different time periods of varying lengths. The creation of one does not cause the creation of the other.

sitemap_examples.pdf

This figure simply provides a key to navigating through the set of examples available at:
http://megalodon.lanl.gov/resync/sitemaps/
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